Cody Mays
“Hacking the Netflix Prize”

	Since 2007, Netflix.com has held an open competition for coders across the globe to put their wits to a challenge that is becoming more and more common as people begin to put more information online.  The datasets are becoming increasingly large and difficult to manipulate within a reasonable amount of time. Netflix.com’s suggestion algorithm is no different. For Netflix to suggest movies their users may like, their algorithm must calculate nearest neighbor values based upon data in the entire database.  This process took two and a half hours before this year’s competition. After this year’s competition, the values could be calculated in less than two minutes.  How did the winning team accomplish this? As Newman’s article Hacking the Netflix Prize explains: very clever code optimizations and thinking outside the box. 
	To first illustrate how one must think outside the box, the article Hacking the Netflix Prize describes what one may think to be a good place to start. If you have a symmetrical matrix of data, why not split it in half and only work with half of the data? While this may seem like a brilliant idea at first, Newman describes why this actually degrades performance under the circumstances of the Netflix dataset. The farther one traverses into the matrix, the larger the number of file seek and file read operations on the hard drive. Hard drive operations are notoriously slow, so the more one does, the further one’s performance degrades. 
	After his illustration about why one must work with the entire dataset, Newman describes that while the k-nearest-neighbor algorithm works, it is terribly slow, but Netflixs’ data structure could be improved upon slightly to allow a minor performance gain. Since the rating values are from 1-5, he could change a value in the data structure from a floating-point value to an unsigned integer allowing it to take up less space in memory.  While working on this, Newman realized there was yet an even better way to calculate these correlations.  Instead of comparing every movie to all other movies, he could loop through all viewers who rated movie X, and go through all movies Y that this viewer has rated and update the intermediate value or the X and Y pear to produce a Pearson Correlation score. Newman discovered that this produce a 10x increase in performance! To further improve upon this, he then made his program parallel processing capable to take advantage of modern day multi-core processors and improved the performance yet again.
	Upon further investigation of his algorithm, Newman discovered that his bottleneck was yet again the size of the correlation data structure in memory. By using C++’s templating feature, he was able to design a data structure that used both unsigned short integers and unsigned byte characters to save the correlation values.  His code took advantage of an integer overflow to distinguish between the smaller one byte values from the larger two byte values. This allowed him to improve the calculation time by 13 seconds.
	Furthermore, his article describes his final optimization as an extremely simple operation. Since Netflix’s dataset has the ratings of a certain movie randomly distributed within the dataset, calculations based upon this data produce a large number of cache misses. Newman resorted the Netflix dataset in order of increasing rating count as the further one moves into the higher movie indices, the chance that the viewer rated closely spaced movies increases, decreasing the amount of cache misses. This improved Newman’s algorithm’s performance by 13 seconds. 
	As more of the population gains access to the Internet and as more people become comfortable with divulging their personal information to services such as Netflix, the databases of these services are going to grow extremely large. This large dataset will challenge the area of data mining and computer scientists for generations to come.  As Newman’s article describes, having a solid understanding of computer systems and thinking outside the box will allow future breakthroughs to be developed. These breakthroughs will allow for better services to be developed around them, creating new challenges for the area of computer science. 
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